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BBenenune

CoBpeMeHHbIE TpadUYeCKUEe YCKOPUTENIN OO0JaJal0T HE TOJNBKO KOJOCCATHLHBIMHU
BBIYHUCIUTEIBHBIMA ~ BO3MOJKHOCTSIMM, HO M JOCTarlOYHO CJOXHOW apXUTEKTYPOH,
3aTpyaHsAomeil ux 3((EeKTUBHOE HCIONB30BAaHUE MPH PEIICHHH 3a7ad W3 HEKOTOPBIX
obnacteit. Ilpu ananranuu anropuTMOB MoJ rpadUYecKUe YCKOPUTENH, JTOCTaTOYHO YacTo
Y3KHM MECTOM OKa3bIBaeTcsl He mpousBoauTenbHocTh GPU, a HenocTatouHblii 00bEM Kakoro-
au00 TUMAa HaMsTH, 3aTpaThl Ha MOJTOTOBKY JaHHBIX LEHTPAJIbHBIM HPOLIECCOPOM WIIU
Hed(P(PEeKTHBHOCTD MCTIONB30BAHMSI IOTOKOBBIX MPOIECCOPOB.

B nmanHoil pabote, sBisomIelics pacHMpeHHOW Bepcueil crtarbu [1], mpoBeaeHO
TECTHPOBAaHUE YETHIPEX BHUACOKApT OT Nvidia W3 pa3aUYHBIX CETMEHTOB C LETBI0 OIICHKHU
peaNbHO NOCTMXKMMOM TPOM3BOJUTENIBHOCTH IPU PELICHMH pa3HbIX KIJAccoB 3axad. B
kauectBe TectoB Obutn BbIOpaHbl GPGPU-6enumapkn SHOC u Rodinia, mporpammer,
ucnonp3ytomue 6udimmoreku MAGMA u CUBLAS, a taxke npumepsl u3 Nvidia CUDA
SDK. B yactHOCTH, ObUIM IPOBEACHBI CPAaBHEHUS POU3BOJUTEIBLHOCTH MIPU UCIIOIb30BAaHUH
texnonoruii OpenCL u NVidia CUDA, BeIUHCIEHUAX C TBOMHON U OAMHAPHOW TOUHOCTHIO U
BBITIOJTHEHUH Pa3IMUHBIX pean3aliii OJHOTO U TOTO K€ alIrOpUTMA.

TecTOBbIE CHCTEMbBI

TectupoBanue mnpoBoamiIochk Ha rpaduueckoM kiactepe MDTU, kaxasid y3emn
KOTOPOro OCHaIIEH AByMsl 6-saaepHbIMU npoueccopamu AMD Opteron 2427 @2.2 GHz u 16
rurabaiiramu namatu tuna DDR3. B kauectBe rpaduueckux yckopuTenae HCIosib30BaIUuCh
crienyromue BuaeokapTsl NVidia:

GPU ITuxoBas O0BEM naMsITH, Komnuectso Yacrora
TIPOU3BOAUTENBHOCTD GB CUDA-snep CUDA-szep,
(float / double), GFlops MHz
Tesla C2050 1030,4/515,2 3 448 1147
Tesla C1060 933/78 4 240 1296
GeForce 480 GTX 1344,96 / 168 1,5 480 1401
GeForce 295 GTX 2x894,2 / 2x74,5 1,75 2x240 1242

Taonuywt 1. Onucanue mecmupyemuix ycKopumerneii

I'paduueckue yckopurtenu Tesla C2050 u GeForce 480 sBisroTCsl peACTaBUTEISIMU
coBpemeHHoM apxutekTypbl GPU monm HazBanwem Fermi, pe3yiabTaToM 4Yero SIBISICTCS HX
Oonee BBICOKAs MPOU3BOIUTEIBHOCTh MPU ONEPALUSIX C JBOMHON TOYHOCTHIO M TMOJEPIKKA
JOTIOTHUTEIPHOW (PYHKITMOHAIBHOCTH (apXUTEKTYypHBIX pacmupenuit 2.0). JIBe apyrwue
Buzgeokaptel (Tesla C1060 u GeForce 295) sBnstorcs MoaudukanusmMu Oonee crapon
apxutektypsl GT200, npeacrasnendoit B 2008 rogy v nmpeaHa3HAYEHHOW JJIsi MPOBEICHUS
pac4€ToB ¢ OMHAPHON TOYHOCTHIO.

CTouT TakXe OTMETUTD, 4TO Tpadudeckuii yckopurenb GeForce 295 coctout u3 nByX
OTHOCHUTEJIbHO HE3aBUCUMBIX IIPOLECCOPOB M IPOTPAMMHO PpAaCIO3HAETCS Kak JBE



BUACOKAPTHI, MO3TOMY IHPHU TCCTUPOBAHHWU HCIIOJIB30BaJIaCh TOJIBKO ITOJIOBHMHA IOOCTYIHBIX
BBIYHCIIMTEILHBIX BO3MOKHOCTEH JaHHOT'O YCKOPHUTECIIA.

Tectel SHOC

ITaket TectoB Scalable HeterOgeneous Computing (umu SHOC) [2], pa3pabarbiBaeTcs
M3BECTHOW aMmepukaHCKoM saboparopueir ORNL kak He3aBHCUMBIH OCHUMapK Ui
reTePOreHHbIX CHUCTEM, OCHAIIEHHBIX I'paduyecKUMU yCKOpUTeNnssMU. Bce TecTsl orndyecku
pa3douTel Ha TPH YPOBHS, OINpPEICNAIONNE WX NPUOMMKEHHOCTh K peanbHOCTH. Tak,
pUIoKeHUsT U3 ypoBHA () ABISIOTCA CUHTETUYECKUMHU TECTAMU W HallEJCHBI Ha IMONy4yeHUe
MaKCUMAaJIbHO BO3MOYKHOM IPOM3BOJUTEIIBHOCTH, B TO BpeMs KaK TECTbl W3 YPOBHA 2
peanu3yloT pelieHuss Oojee peanbHBIX 3aJad U, COOTBETCTBEHHO, IOKa3bIBAIOT Oolee
CKPOMHBIE PE3YIIbTATHI.

Crout ormeTtuth, uto SHOC mnogaepkuBaer kak Texnosnoruto NVidia CUDA, tak u
OpenCL, a nHaunHasg c Bepcun 1.01 mosBHIach BO3MOXHOCTH 3alycka O€HUMapka Ha
reTeporeHHbIX Kiactepax (¢ momoinbio 6ubnuorekn MPI). Pesynprarsl 3amycka HEKOTOPBIX
tectoB U3 CUDA-Bepcuu [uist OHOTO y371a IPUBEACHBI B CIIEAYIOLIEH TabnuLe:

GPU MaxFlops FFT GEMM Bandwidth MD Reduction
(float/double) | (float/double) | (float/double) GB/s (float/double) | (float/double)
GFlops GFlops GFlops Global | Texture | Shared GB/s GB/s
Tesla C2050 1002 / 501 69/343 301,5/68 | 93,1 73,6 | 368.5 74 /84,5 61,2/65
Tesla C1060 721,9/77 94 /26,7 202 /38,1 77,5 66 229,2 59,1/27 46/42,4
GeForce 480 GTX | 1313/168 | 202/63,5 | 366,6/84 | 152,3 | 91,6 | 4899 91,5/75 83 /86,6
GeForce 295 GTX | 691/74,2 93 /25,7 200,2/38 | 87,9 54,4 | 219,6 51,5/26 50/42,2

Tabnuya 2. Pesynomamut mecmoe SHOC (CUDA-6epcus)

B tecrax MaxFlops n Bandwidth (mpuHaanexanmx ypoBHiO () mogOupaeTcs Takoe
BBIYMCIIMTENIBHOE  SIIPO, KOTOPOE TMO3BOJISIET IMOJYYUTh MAaKCHUMallbHbIE  3HAYCHMS
COOTBETCTBYIOIIUX XapaKTePUCTUK. ECi CpaBHUTH TOCTUTHYTHIE 3HAYEHUS C TEOPETUICCKOM
MMKOBOM MPOU3BOAUTEIBHOCTBIO, TO MOXKHO 3aMETUTh, YTO OHU MPAKTUUECKU UJACHTHUYHbBI —
B OOJIBIIIMHCTBE CIy4aeB Pa3HOCTh HE MPEBOCXOAUT HECKOJIBKUX MPOIICHTOB.

Tectol FFT (ObicTpoe mpeoOpazoBanue Pypre) u GEMM (nepeMHOXKEHHE MaTpHIl)
orieHUBaroT npou3BoauTeabHOCT GPU Ha 10CTaTOUYHO BBIYMCIUTEIRHOEMKHX 3a/la4ax, B TO
Bpems Kak B Tectax MD (3amaua N Ten) u Reduction (cBEpTKa MaccuBa) y3KUM MECTOM
SIBJISICTCSI TIAMSITh.

[Tpu 3anmycke OpenCL-Bepcuii TecTOB ObLIN MOTYYEHBI CIEAYIOIIHUE PE3YIBTAThI:

GPU MaxFlops FFT GEMM Bandwidth MD Reduction
(float/double) | (float/double) | (float/double) GB/s (float/double) | (float/double)
GFlops GFlops GFlops Gitobel | T | Lassl GB/s GB/s
Tesla C2050 1005 / 503 40,4 /17 274/ 51,6 95 72,4 | 371.,8 25/217,7 34/36,6
Tesla C1060 727/177,6 23/7,1 133 /20,5 81,9 66,2 | 262,6 23/22,6 26 /24,9

GeForce 480 GTX | 1317/168 | 52,1/17 334/52,9 164 98,2 | 486,5 30,7/ 34 45/47,2

GeForce 295 GTX | 696/74,3 26/6,9 136,6/20 | 94,3 | 54,7 | 251,7 | 22/21,7 26/23,8

Taonuya 3. Pezynomamot mecmoe SHOC (OpenCL-gepcus)

Kak Bumno, OpenCL-tectbl B cpaBHeHun ¢ CUDA-aHanmoramMu moOKa3bIBalOT JIHOO
CXOXKYIO HPOU3BOAUTCIBHOCTD, .HI/I60 B HCCKOJIBKO pa3 MCHBIIYIO. OIIHO3H3HHO OG’LHCHI/ITB



JaHHOE SIBIICHHE JOCTATOYHO CJIOKHO — MOXKHO JIMIIB 3aMETHTh O MEHBIIEH «3PEI0CTH»
TEXHOJIOTUM W crenudukn OeHuMapka, KOTOPBIH, BO3MOXHO, €I HE JOCTaTOYHO
ONITUMH3UPOBAH (OTMETUM, YTO TEpBasi cTabuIbHas Bepcus MosBUIOCh B aekadpe 2010 rona).

Tectol MAGMA u CUBLAS

bubmoreku MAGMA [3] u CUBLAS sBasiorcs peanu3aiisiMd CTaBIIETO
(dakrruecku crangaprom uHTepdeiica BLAS, comepskaiiero 0CHOBHBIE OIepaliuy JTHHEHHOM
anrebper. O0e 3Tm OubOmuorekn wucmonb3yloT TexHonoruto NVidia CUDA u xoporro
ONTUMHU3HUPOBAHBI 1OA Tpadudeckue nporeccopsl. Hiske npuBeaeHb! pe3yabTaThl CPABHEHUS

JUISL YETBIPEX ONEPALMIA:
GPU GEMM GEMV GESV SYMV
(float / double), (float / double), (float / double), (float / double),

GFlops GFlops GFlops GFlops
MAGMA | CUBLAS | MAGMA | CUBLAS | MAGMA | CUBLAS | MAGMA | CUBLAS
Tesla C2050 562/172 |561,6/174| 42,7/22 45,7/20 |320/142,5 -/- 50/31 15/12,4
Tesla C1060 365/74 193 /74 39/21,3 40/16,5 | 288,3/66 -/- 60/23,4 16,4/3,7
GeForce 480 GTX | 740,2/160 | 740,6 /159 | 75/30 64 /32 | 408,5/140 -/- 67/43,1 |22,5/15.2
GeForce 295 GTX | 302/71,4 | 168/71,3 49/23 48 /18 280,9/ 64 -/- 67/22,8 16,2/3,6

Taonuya 4. Pezynomamuvr mecmuposeanus ouonuomexk MAGMA u CUBLAS

Crout cpazy OTMETUTb, YTO pa3MEp MaTpHUIl U BEKTOPOB BBIOUPAJICS C LEJBIO
MOJYYEeHHUs MaKCHUMaJdbHOM mpou3BoauTenbHOCTH. Tak, B Tectre GEMM npoBoaunoch
nepeMHOXKeHHEe JByX Matpuil pazmepoM 1600 na 1600. Amnanormuno, tect GEMV
3aKJII0Yalicsl B YMHOXKEHHMHM BEKTOpa pa3MepHOCTH 9949 Ha COOTBETCTBYIOIIYIO MaTpuily. B
tecre GESV pemanace CJIAY c¢ kBaapatHOil Marpuuei pasmepHoctbio 10112, a B Tecre
SYMYV npoBOAMIOCH NEPEMHOKEHUE CUMMETPUYHON MaTpUIlhl pasMepHOCTH 8221 Ha BEKTOp
U TIOCIIEAYIOLIEE CIOKEHUE C JJPYTUM BEKTOPOM.

Ecmm cpaBHmBarh KkoHKypupytone Oubmmoreku MAGMA wu CUBLAS, T0
OJTHO3HAYHO orpenenuTh oonee 3¢ dextuBnyro peanusanuio BLAS s texnonorun CUDA
HEBO3MOXXHO — B 3aBUCHMOCTH OT pa3Mepa JIaHHBIX, Oojiee OBICTPOM SBISETCS TO OJHA
oubnuoreka, To apyras. Crout 3ameTuTh, 4Tto 00BIYHO MAGMA OGonee s3¢ddexkTuBHO
paboTaeT Ha OONBIIMX JaHHBIX (pazMepoMm okojo 1 rurabaiita), B To Bpemst kak CUBLAS
Yale BRIUTPBIBACT MpH padoTe ¢ JaHHbIMH nopsiika 100 Merabaiit, a Takke Ha YCKOPUTEISX C
apxurtekrypoi Fermi.

Tectsr RODINIA

bernumapk Rodinia [4] ObuT pazpaboTaH rpymmoi uccienoBaTenei u3 BupmpkuHCKOTO
yHUBEpcUTeTa U sABHseTcs cOopkoil BeuucauTenbHOEMKNUX CUDA- u OpenMP-snep,
CO3/IaHHBIX PaHHEE aBTOpaMu OeHUMapKa B paMKaxX pa3NUYHbIX HcclefoBaHui. B cBs3u ¢ ero
BHYTPEHHEH pPa3sHOPOAHOCTHIO, JUIS JTAHHOTO TECTUPOBaHHs Oblla TepenucaHa CUcTeMa
3aMepoB BpEMEHU [Uisl YHU(UKAIUU pe3ynbratoB. Hiudke mnpuBegeHo Bpemsi padOThHI
HEKOTOPBIX sijiep OeHUMapKa (3aTparsl Ha KOIMMPOBAHUE JAHHBIX HE YUUTBHIBAIOTCS):

BFS CFD HeartWall | HotSpot| LUD NW StreamCluster
msec sec msec msec msec sec sec
Hpe()MemHaﬂ I'paghvr Aaspo- Meouyuna Quszuka | Jluneinas Buo- TTouck oauubix
obnacmo ouHamuka ancebpa | unghopmamuxa
Tesla C2050 15,4 6,6 201 6,64 2,1 2,2 16,4




Tesla C1060 18,8 6,6 360 6,6 2 2,1 12,4

GeForce 480 GTX 10,1 5,05 131,2 6,5 2,2 2,3 12,27

GeForce 295 GTX 18,26 8,9 268 6,4 2 2,2 13,7

Tabnuya 5. Pesynomamut mecmoe Rodinia

[TonpoOHOE omMcaHWe KaKIOTO TecTa MOXET ObITh HailjaeHo B [5]. Kak BumHO U3
pe3yabTaToB, BpeMsi palOOThl OONBIIMHCTBA SIIEP COCTABISIET MUJUTUCEKYHABI (XOTs
TECTUPOBAHHE MPOBOIMWIOCH Ha JOCTYMHBIX JTAHHBIX MaKCHUMallbHOTO pasMepa). [loatomy
BBIUTPBIII OT UCIIOIB30BaHUS 00Jiee HOBBIX TpadUIeCKUX YCKOPHUTEIEH He3aMETeH — Y3KUM
MECTOM YK€ CTAHOBHUTCS KOMUPOBAaHME MaMSATH M HAKJIAJHBIE pPacXoibl Ha 3allycK szep.
Bo3moxHO, 3TO sIBASIETCS CIIEACTBUEM TOTO, 4TO OeHUMapk paspabarsiBasica B 2007-2009
rojiax M «3aTauuBalics MO/ MEHee MPOU3BOAUTENbHBIE YCKOpUTENnU. B mr0060M citydae, camoit
MIPOM3BOAMTENLHON BHAeokapTol okasanack GeForce 480 GTX, Ha ogHOM TecTe aaxke
obxonsmas crienranusupoBannyto Tesla C1060 B 2.74 pa3a.

ITpumepsr n3 NVidia CUDA SDK

[TocneaHuM TecTOM, MPOBEAEHHOM B JaHHOW paboTe, SBIACTCS 3alMyCK HEKOTOPBIX
npumepoB 3 NVidia GPU Computing SDK. Bynyun pa3paGoTaHHBIMEH COTPYIHHKAMHU
NVidia, oHH 10CTATOYHO XOPOIIO ONMTHMH3HPOBAHBI M OONBIIMHCTBE CIIy4aeB YYHUTHIBAIOT
O0COOEHHOCTHU UCHOIb3yEMOT0 MOKoJIeHUs apxuTekTypbl GPU.

GPU Black-Scholes Monte Carlo | Fast Walsh Radix sort Sorting
Time, |Bandwidth msee Transform Int, Float, networks
msec GB/s msec msec msec msec
Tesla C2050 2,8 27,6 34 17,5 47,5 47,1 14,8
Tesla C1060 1 80,5 3,78 26,2 49,7 48,4 22
GeForce 480 GTX 1,9 40,6 2,18 12,3 47,7 47,4 10,6
GeForce 295 GTX 0,9 86,5 32 22,6 50,1 48,6 20,5

Tabnuya 5. Pesynomamut mecmuposanus npumepos u3 NVidia CUDA SDK

PesynbraThl JaHHBIX TECTOB COOTBETCTBYIOT CHHTETHUYECKAM OCHUMapkaM — HOBBIC
rpaduuecKkue YCKOPHUTENIM OKa3bIBAIOTCS CYIIECTBEHHO ObICTpee MpPEeIIIeCTBEHHUKOB.
UckmouenueMm siisiercst npumep Black-Scholes, npu Bemonnennn koroporo crapsie Tesla
C1060 u GeForce 295 GTX o6xonsaT 6osee MOIIHbIE BUCOKAPTHI, YTO BBI3BAHO «U3JIUIIHEW
ONTUMHA3AIAEN.

Pe3yabTarsl

Ecnmu 0600mate momydeHHBbIE pe3ylabTaThl, TO B TEPBYIO OYEpeh CTOUT CPABHUTH
3hdeKTUBHOCTh KOHKypupytommx APl ans mnporpammupoBanHus mon TpaduvecKue
yckoputenu. Hwke mnpueaerHo cpaBHenue TtexHonoruii NVidia CUDA u OpenCL,
MONyYeHHOE YCPETHEHHEM CXOKUX TecToB 3 ObeHumapka SHOC (onuHapHasi TOUHOCTD):



300

250
200
g
S 150 .
i M Nvidia CUDA
o
100 M OpencCL

50

Tesla C2050 Tesla C1060 GeForce 480 GTX GeForce 295 GTX
GPU

Ipagpux 6. Cpasnenue mexnonozuit NVidia CUDA u OpenCL

Kak Bugno u3 rpaduka, NVidia CUDA ctabuinbHO 00XOTUT eIié MOJIOI0M CTaHaapT
OpenCL, npuuéM OTphIB (B MPOIECHTHOM COOTHOIICHHH) CJIa00 3aBUCHUT OT HCIIOIB3YeMOM

BHUJICOKAPTHL.

JpyruM HWHTEpPECHBIM pPE3YJAbTaTOM SBIECTCS CPABHEHWE IPOU3BOAMTEIBHOCTH
pa3IUYHbIX rpaUYecKUX YCKOPUTENEH MpH onepanusx ¢ OMMHAPHON U JBOWHON TOYHOCTHIO,
IIPUBENEHHOE HIKE:
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I'pagpuk 7. Cpagnenue npou3gooumenvHocmu npu onepayuax
€ 0BOIIHOIL U OOUHAPHOT MOYHOCHIBIO

Haxe y rpaduueckux yckopuTenell ¢ apxuTekrypoil Fermi, ajsi KOTOpoil 3asBieHa
MOJTHOLIGHHAs TOJJEP)KKAa JBOMHON TOYHOCTHIO, MPOU3BOJUTENBHOCTh MPU BBINOJTHEHUU
double-omneparnwmii magaet 6onee yeM B 3-4 paza. OqHAKO CTOUT 3aMETHTh, YTO TIPU ITOM OHHU B
pa3bl IPEBOCXOIAT MpEACTaBUTENEH ycTapeBaromien apxutektypbl GT200.

[Mocnennem cpaBHEHMEM SIBIISIETCS 3AITYCK Pa3IMYHBIX PeaM3aluid OHOTO M TOTO XKe
anroputMa (SGEMM u3 BLAS), conepsxamuxcst B pa3HbIx Onbnuorekax. Pe3ynbrarsl paboTsl
NIpY IEPEMHOKEHUH MaTPHUI] COMIOCTaBUMON Pa3MEPHOCTH MTPHUBEICHBI HUXKE:
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I'paghux 8. Cpasnenue npouszeooumenvruocmu paziuunsix pearuzayuic SGEMM

B JAaHHOM  CJIy4ac OKas3aJloCb, YTO MPOU3ZBOAUTCIIBHOCTb BCECX peanmam/lﬁ
IMPAKTUYCCKHU COIIOCTaBHMMa, a pa3pbiB MCKAY HHUMH 3aBUCUT OoJbIIe OT 06pa6aTI)IBaeMI>IX
JaHHBIX.
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